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Abstrakt

Sémantické textova podobnost (skratene STS) patri medzi zékladné tlohy spracovania
prirodzeného jazyka (NLP), ktora meria sémanticki podobnost medzi textami, pri¢om
presahuje len obyc¢ajné prekryvanie slov. Presna STS je rozhodujtca pri roznych ap-
likaciach, akymi si hodnotenie strojového prekladu, sumarizacia textu, vyhladavanie
informécii ¢i odpovedanie na otazky. Hlavna technika na urcenie STS zahfna tzv.
sentence embeddings - vektorové reprezentacie viet zachytavajice sémanticky vyznam
textu. Mapovanim viet do hustého vektorového priestoru mozno ich sémantickii podob-
nost Tahko kvantifikovat pomocou réznych metrik, akou je kosinusova podobnost.

V tejto praci sme sa zamerali na skiimanie roznych metrik podobnosti, s ktorymi sa
daju tieto sémanticke pribuznosti na zaklade vektorovej reprezentacie viet kvantifiko-
vat. Taktiez sme opisali dva rozne pristupy, SlovakBERT a Slovak T5 small, ktoré
boli v tejto oblasti doteraz realizované. Dolezitou sucastou tohto vyskumu bolo aj
vytvorenie kvalitnych, manualne overenych slovenskych evalua¢nych mnozin (testova-
cia/validacné) pre STS a pouzitie moderného systému strojového prekladu (DeepL)
na preklad trénovacej ¢asti. Vytvorenie tejto prelozenej datovej sady sa uskutocnilo
s cielom vylepsit slovensky STS Benchmark. Okrem toho sme sa pozreli na to, aké
miesto obsadzuju generativne modely ako GPT v oblasti STS, a preskumali sme, ¢i je

mozné vytvorit dostato¢ne kvalitny dataset pomocou takychto generativnych modelov.

-

Krlacoveé slova: sémantickd textova podobnost, slovensky jazyk, jazykové modely,

spracovanie prirodzeného jazyka, tvorba datasetov, viacjazycné jazykové modely



Abstract

Semantic Textual Similarity (STS) is a fundamental NLP task that measures the de-
gree of meaning resemblance between texts, going beyond just mere word overlap.
Accurate STS is crucial for different applications like machine translation evaluation,
text summarization, information retrieval, and question answering. A main technique
for determining STS involves sentence embeddings - a vector representations capturing
the semantic meaning of text. By mapping sentences into a dense vector space, their
semantic similarity can be easily quantified using different metrics like cosine similarity.

In this thesis, we explored various similarity metrics to effectively measure the
semantic similarity based on sentence embeddings. We also described two different
approaches, SlovakBERT and Slovak T5 small, that have been done in this area so far.
An important part of this research was the creation of high-quality, manually-verified
Slovak evaluation sets (test/validation) for STS and the use of a state-of-the-art MT
system (DeepL) for translating the training portion. The creation of this translated
dataset was undertaken with the attempt of enhancing the Slovak STS Benchmark.
Furthermore, we looked at what place generative models like GPT occupy within the
field of STS and examined the feasibility of creating a sufficiently good dataset using

such generative models.

Keywords: Semantic Textual Similarity, Slovak Language, Language Models, Nat-

ural Language Processing, Dataset Creation, Multilingual Language Models
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Introduction

The ability to quantify the semantic relationship between pieces of text is a corner-
stone of many Natural Language Processing (NLP) applications. Semantic Textual
Similarity (STS) aims to measure this relationship, providing a crucial metric for tasks
such as machine translation evaluation, text summarization, information retrieval, and
question answering.

Despite the widespread importance of STS across different languages, lower-resource
languages like Slovak often face a significant disadvantage due to the lack of dedicated
resources. While significant progress has been made in STS for high-resource languages
like English, the unique characteristics and limited availability of labeled data for Slovak
present considerable challenges. These challenges hold back the direct application of
many state-of-the-art techniques developed primarily for English.

This diploma thesis seeks to address this critical gap by focusing on the investigation
of effective approaches for determining semantic textual similarity specifically tailored
to the Slovak language. We will start with the theoretical basis, where we explain
basic concepts such as language models, word embeddings, and sentence embeddings.
Subsequently, we will continue with related work, in which we will describe some foun-
dational models. Chapter 2 will elaborate on the evaluation methodologies employed
in STS tasks, followed by a discussion of their respective evaluation metrics. In the
last section of second chapter, we will provide and overview of the models selected for
subsequent experimentation. Chapter 3 will focus on the datasets utilized. We will
start with presenting the largest English dataset, the STS Benchmark. The discussion
will then transition to existing Slovak approaches for its translation, culminating in
a detailed exposition of the methodology adopted in this research. Finally, an alter-
native approach to generating a specialized dataset for comparative analysis with the
translated STS Benchmark will be described. Chapter 4 will present the experimental
design, results obtained, and their subsequent analysis.

This thesis looks closely at the specific difficulties and possibilities that come with
the Slovak language. The goal is to help make Slovak language processing better.
Ultimately, we aim for this research to lead to better and more dependable language

processing tools for Slovak.
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Chapter 1

Theory and Related work

In this chapter, we discuss related work and articles addressing similar problems. We
begin by briefly describing language models and their functioning. Next, we explore
word embeddings, whose primary task is to map words to dense vectors in a high-
dimensional space, capturing semantic relationships. The discussion then progresses
to sentence embeddings, which extend this concept to entire sentences, mapping their
meanings into vector representations.

In the second part, we examine several important language models in Natural Lan-
guage Processing (NLP). The first model discussed is BERT, a breakthrough archi-
tecture that revolutionized NLP with its Transformer-based design. We then explore
SBERT (Sentence-BERT), a modification of BERT that significantly improves the ef-
ficiency of generating sentence embeddings. Similarly, we delve into GPT (Generative
Pre-trained Transformer), a powerful language model known for its text generation
capabilities. Since many languages exist beyond English, we also examine mBERT
(multilingual BERT), trained on a large corpus spanning multiple languages. Finally,
we discuss SlovakBERT, the first and largest language model specifically adapted for
the Slovak language.

1.1 Fundamental theory

1.1.1 Language model

Language models are a fundamental component of NLP, designed to quantify the like-
lihood of a given sequence of words, or more generally, a sequence of tokens. These
tokens can be represented by words, characters, or bytes, depending on the specific
application. At their core, language models assign a probability to a sentence w, ex-

pressing the likelihood of observing the words wy, ws, ..., wy in that particular order.



4 CHAPTER 1. THEORY AND RELATED WORK

The most intuitive approach to building a language model involves estimating prob-
abilities directly from the frequency of sentences within a representative corpus. This

can be formulated as follows:

P(w) = —— (1.1)

where #(w) denotes the number of occurrences of the sentence w in the corpus, and
S represents the total number of sentences in the corpus. However, while this method
would theoretically converge to the true probability distribution with an infinite amount
of data, real-world applications are constrained by the limitations of available corpora.

To address the data sparsity problem and enhance the practicality of language
models, n-gram models were developed. Instead of considering the entire preceding
word sequence, they restrict the context to the n—1 most recent words. This Markovian

assumption is expressed as:

P(wk|wk_1, ...,’LU1) ~ P(wk|wk_1, ...,wk_n+1) (12)

To represent the start and end of the sentence, there are also special START and
END tokens.

The choice of n in n-gram models presents a trade-off. Smaller values of n fail
to capture long-range dependencies in the sentence, potentially limiting the model’s
ability to understand context. Larger values of n, while better at capturing context,
suffer from a rapid increase in data requirements, leading to increased computational
complexity.

In generative language models, the prediction of the next word is very important. N-
gram models are commonly used for this task. A straightforward method for estimating

w, can be outlined as follows:

P(wh W2, wz)
P(wl, U)g)
Finally, the word with the highest calculated probability is selected as the predic-

(1.3)

P(w,|wy, ws) =

tion. However, this simple counting method can fail when the denominator is zero. To
remove this issue, smoothing techniques are employed to adjust the probability distri-
bution. One of the simplest smoothing methods is Laplace smoothing, which adds one

to the count of every possible token combination.

1.1.2 Word embeddings

Word embeddings are representations of words as dense, low-dimensional vectors in a
continuous vector space. The important assumption is that words with similar mean-

ings are located near each other. This is achieved by training models on large text
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corpora to predict the context in which words appear. For example, words like "man"
and "woman" would be located closer to each other in the embedding space than words
like "man" and "apple".

Mathematically, given a vocabulary V', a word embedding model learns a mapping:

frweV v, cR? (1.4)

where v, is the d-dimensional vector representing the word w, and d << V.

We decided to visualize these relationships in the next Figure [1.1] using a dimen-
sionality reduction technique called PCA. For a more accurate and realistic image, we
selected several Slovak words-32 to be exact-which are divided into 4 topics (People,
Fruit, Vehicle, and Animals), each containing 8 words. Then, we created word em-
beddings for them using SlovakBERT (see more in Section 1.4.1). In this process, we
tokenized each word using the tokenizer from the pre-trained SlovakBERT model and
extracted embeddings from the last hidden layer. These embeddings were then used

as word representations and visualized in a 2D projection using PCA.

2D PCA of Word Embeddings - SlovakBERT Tokenization

hrugka . ® People
hroznogiablko Fruit
® \ehicle
ERVa .k jahoda ® Animals
malina 0za
gnys
banan
- pomaranc
gnacka
ees
‘:lievéa
gkon
] elecna
e ghékladné auto
gPani melén
giena Qték
dod olak
4 tocykel
ePan ; utobus o
5 ‘f“:w@k dletadlo é .blcykel
gnuz
gauto

PC1

Figure 1.1: 2D PCA projection (first two components of principal component analysis)
of word embeddings using SlovakBERT tokenizer. Illustrating semantic relationships

between different categories of words.
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For better understanding, we will now briefly describe what PCA is.
PCA (or Principal Component Analysis) is a linear dimensionality reduction technique.
It is commonly used to reduce the number of variables in high-dimensional datasets
while preserving as much variance as possible. PCA works by transforming the original
features into a new set of uncorrelated variables called principal components, which
are ordered by the amount of variance they capture from the data. This method
is particularly useful for improving visualization, simplifying data, and speeding up
machine learning algorithms, especially when projecting the data into 2D or 3D space.

As we can see in visualization 1.1, all topics have their own space, even if there is
some overlap between them. When we look at the blue "People” dots, it is also possible
to see the preserved relationship between the genders. "Pani”, "Zena", "dievéa” and

"sle¢na” (in English "Missus", "woman," "girl," and "Miss") are all female terms, while

Morigmm I N1 n n n

muz", and "chlapec” (in English "Mister", "man," and "boy") are all male
terms. When we look at the direction, all male terms seem to be shifted downwards

relative to the female ones.

Several popular techniques exist for generating word embeddings. In the following
lines, we will introduce three of them. The one implemented in the BERT models and
used in our experiments is the last one, called BPE. We will begin with Word2Vec,

which represents a conceptually more elementary approach:

e Word2Vec: This model, developed by Mikolov et al. (2013) [1], employs shallow
neural networks to predict either the surrounding context words from a target
word (Skip-gram) or a target word from its surrounding context (Continuous Bag
of Words or CBOW). Visualization of both of these can be seen on Figure 1.2.

— Skip-gram: Given a target word w;, the Skip-gram model predicts its sur-
rounding context (w;_p, ..., Wy_1, W1, ..., Wity ). The objective of the Skip-

gram model is to maximize the average log probability:

T
LSkipfgram = - Z Z log P(wt+j|wt) (15)

t=1 —n<j<n,j#0

where ¢ is the size of the training context. Changing this size can show in
results. Larger c can lead to a higher accuracy, at the expense of the training

time and vice versa. [4]

— CBOW: Conversely, given a context (wi_n, ..., Wy_1, Wey1, ...y Weip ), the CBOW

model aims to predict the target word wy.
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Figure 1.2: Visualisation of Word2Vec architectures. The CBOW architecture predicts
the current word based on the context, and the Skip-gram predicts surrounding words

given the current word. [1]

e GloVe (Global Vectors for Word Representation): This model, proposed
by Pennington et al. (2014) [5], leverages global word-word co-occurrence statis-
tics from a corpus to learn word vectors. Let X be the word-word co-occurrence
matrix, where X;; represents the number of times word w; appears in the con-
text of word w;. GloVe aims to find word vectors v; and v; such that their dot

product approximates the logarithm of the co-occurrence count:
T
v, v; = log X;; (1.6)

The GloVe model minimizes the following weighted least squares objective:

14
T = F(Xij)(v]vj +bi + b; — log X;;)? (1.7)

ij=1
where b; and b; are bias terms, and f(X;;) is a weighting function that depends on
the co-occurrence count X;;. The function f(X;;) should follow these properties:
— f(0) =0. If f is viewed as a continuous function, it should vanish as z — 0
sufficiently fast so that lim,_,o f(z)log® z is finite.

— f(x) should be non-decreasing, so that rare co-occurrences are not over-

weighted.

— f(x) should be relatively small for large values of x, so that frequent co-

occurrences are not overweighted.



8 CHAPTER 1. THEORY AND RELATED WORK

e BPE (Byte-Pair Encoding): Byte-Pair Encoding, used in the BERT based
models like RoBERTa (6] or SlovakBERT |[3], is a tokenization strategy pro-
posed by Sennrich et al. (2016) [7]. It can be also characterized as a hybrid
between character- and word-level representations. The BPE process starts by
treating each individual character within the training corpus as a fundamen-
tal token. Subsequently, it iteratively identifies and merges the most frequently
co-occurring adjacent pair of tokens. This process continues either for a pre-
determined number of iterations or until the constructed vocabulary reaches a
specified size. The BPE mitigates the problems associated with fixed vocabular-
ies, effectively handle out-of-vocabulary words by decomposing them into smaller

subwords and it also excels in handling the large vocabularies.

In addition to the theoretical background, word embeddings have found their place
in a wide range of NLP tasks, for example, text classification, sentiment analysis,
machine translation, question answering, and much more.

The next section will describe sentence embeddings and the difference between them

and word embeddings.

1.1.3 Sentence embeddings

Sentence embeddings extend the concept of word embeddings to represent entire sen-
tences as dense, low-dimensional vectors in a continuous vector space. They also need
to capture semantic meaning, so similar sentences are close to each other in this vector
space. However, if we want to preserve all aspects of word embeddings in the sen-
tence embedding, it comes at a price-increased complexity and variability of sentence
structures and lengths. Due to this, generating effective sentence embeddings is more
challenging than generating word embeddings.

Simple approaches, like averaging word embeddings, often fail to capture the nu-
ances of sentence meaning, including word order and long-range dependencies. That
is why more sophisticated techniques are required, and several methods have been

developed to address this challenge:

e Mean/Max Pooling of Word Embeddings: A basic approach involves aver-
aging or taking the maximum value of the word embeddings of the words within a
sentence. Given a sentence S = {wy, wy, ..., w, }, where v; is the word embedding

of w;, the sentence embedding vg can be calculated as:
L Zn: (M Pooling) (1.8)
Vg = — v; ean Poolin .
s=0 - g

or

Vg = m_?alx v; (Max Pooling) (1.9)
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These are simple, but they often fail to capture complex semantic relationships.
18]
e Recurrent Neural Networks (RNNs): RNNs, such as LSTMs (Long Short-

Term Memory) or GRUs (Gated recurrent units), can process sentences sequen-
tially, capturing word order and dependencies. The hidden state of the RNN
at the final time step can be used as the sentence embedding. For a sentence
S = {wy, ws,...,w,}, the RNN updates its hidden state h; at each time step ¢

based on the current word embedding v, and the previous hidden state h;_;:
ht = RNN(Vt, ht—l) (110)
The final hidden state h,, is then used as the sentence embedding vg. [9]

e Transformers: Transformer-based models, like BERT (about which it is writ-
ten bellow in Section 1.2.1), was one of the biggest achievements in world of
NLP. They have achieved state-of-the-art results in various NLP tasks, including
sentence embedding generation. These models use self-attention mechanisms to
capture relationships between words in a sentence, regardless of their distance
[10]. Typically, the output of a specific layer ([CLS] token embedding in BERT)
is used as the sentence embedding [11]. Given a sentence S, the transformer

model produces a sequence of hidden states:
H = Transformer(S) = {hy, hy,...,h,} (1.11)

where h; is the hidden state corresponding to the i-th token. The sentence

embedding vy is often obtained from H (e.g., vg = horg).

e Contrastive Learning: Last, but not least approach is to employ contrastive
learning to train sentence embeddings, for example SimCSE (Simple Contrastive
Learning of Sentence Embeddings) [12]. These method learn to map semanti-
cally similar sentences to nearby points in the embedding space and dissimilar
sentences to distant points. Given a set of sentences, the model aims to minimize
a contrastive loss function, which pulls positive pairs (semantically similar) closer

and pushes negative pairs (dissimilar) apart.

1.2 English base models

After covering the theoretical foundations of language models, word embeddings, and
sentence embeddings, we will look at already trained models, from which we took
inspiration and which were, and still are, very important in the development of NLP.
We will start with English BERT, a foundational and the most famous model that

made significant contributions to the field of language models.
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1.2.1 BERT

BERT (or Bidirectional Encoder Representations from Transformers) [11] is a multi-
layer bidirectional transformer encoder. This model has revolutionized NLP. Before
designing BERT, all earlier models processed text in a single direction (left-to-right
or right-to-left). BERT is the first model that considers both preceding and following
context for each word. This architecture is based on the original implementation de-
scribed in the paper "Attention is All You Need" [10] and enables BERT to capture
much more detail of the language.

Very important parts of building a model are its training. BERT divides this part
into two steps: pre-training and fine-tuning. In pre-training, the model is trained on
unlabeled data over different pre-training tasks. For fine-tuning, the model is initial-
ized with pre-trained parameters and fine-tuned using labeled data from specific down-
stream tasks. Fach downstream task has a separate fine-tuned model, even though
they are initially initialized with the same pre-trained parameters. A unique feature of
BERT is that there is a minimal difference between the pre-trained architecture and
the final downstream architecture.

To make BERT handle a variety of downstream tasks, the input representation
needs to be able to represent both a single sentence and a pair of sentences in one
token sequence. For this, WordPiece embeddings [13] with a 30,000 token vocabulary
are used, with the first token of every sequence being a special classification token
([CLS]). To differentiate between a pair of sentences and a single sentence, a special
token ([SEP]) is added. If the input contains this special token, then it is a pair of

sentences; if not, then it is only one sentence. This is visualized in Figure 1.3.

s ) () () (1) ) () )t ) )

Token

Embeddings E[CLS] Emy Edog Els Ecute E[SEP] Ehe Elikes Eplay Ewmg E[SEP]
-+ -+ -+ -+ -+ -+ -+ -+ =+ -+ -+

Segment

Embeddings EA EA EA EA EA EA EB EB EB EB EB
+ -+ += + -+ -+ += + =+ -+ -+

Position

Embeddings EO El EZ E3 E4 ES E6 E7 E8 E9 ElO

Figure 1.3: BERT input representation. The input embeddings are the sum of the

token embeddings, the segmentation embeddings and the position embeddings
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Pre-training of BERT uses two distinct unsupervised tasks, Masked LM and Next
Sentence Prediction. The Masked LM, also frequently referenced as a Cloze task in
scholarly literature, involves creating a comprehensive bidirectional representation by
randomly masking a percentage (in this case, 15% of WordPiece tokens) of input tokens
and then predicting these masked tokens. In addition to Cloze, this BERT method does
not just mask 15% with the [MASK] token. It goes through all words and decides what
to do and what to replace them with. If the i-th token is chosen, the generator replaces
it with the [MASK] token 80% of the time, a random token 10% of the time, or retains
the original token unchanged 10% of the time. The authors decided to do this because
it introduces a misalignment between the pre-training and fine-tuning phases.

The second task, Next Sentence Prediction, delves into understanding sentence rela-
tionships within downstream applications such as Question Answering (QA) and Natu-
ral Language Inference (NLI). In the training phase, the model undergoes pre-training
for a binarized next sentence prediction task. In this task, 50% of the instances involve
sentence B being the actual next sentence following A (IsNext), while the remaining
50% consist of a random sentence (NotNext). This particular task proves advanta-
geous for both QA and NLI given its close alignment with the goals of representational
learning. Overview of this tasks is visually displayed on Figure 1.4.

In contrast to previous methods, which solely transferred sentence embeddings to
downstream tasks, BERT takes a leading approach by transferring all parameters to
initialize end-task model parameters. This new strategy ensures a more complex inte-
gration of pre-trained knowledge into the subsequent tasks.

Following the overview of BERT, we proceed with an exploration of Sentence-BERT
or abbreviated as SBERT.

1.2.2 Sentence-BERT

Sentence-BERT (SBERT) [14] is a refined version of the BERT network. It introduces
a new approach, siamese and triplet networks, to generate sentence embeddings with
semantically meaningful representations. This adaptation extends the usage and ap-
plicability of BERT to some previously unassigned tasks. SBERT improved large-scale
semantic similarity comparison, clustering, and information retrieval through semantic
search, and increased the spectrum of tasks achievable with BERT.

Sentence-BERT introduces a pooling operation (mentioned in Section 1.1.3) to the
output of BERT, resulting in a fixed-sized sentence embedding. The authors of the

article experimented with three pooling strategies:
1. Utilizing the output of the [CLS]-token.

2. Calculating the mean of all output vectors (MEAN strategy).
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ﬁv Mask LM Mask LM \ ﬁ MAD Start/End Spax
& 5 5

BERT

BERT
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Masked Sentence A - Masked Sentence B Question P Paragraph
Unlabeled Sentence A and B Pair / Question Answer Pair

Pre-training Fine-Tuning

Figure 1.4: Overview of BERT’s Pre-training and Fine-tuning Procedures. In both pre-
training and fine-tuning, BERT utilizes the same architectures, differing only in the
output layers. Model parameters, initialized with pre-trained values, are fine-tuned
for various downstream tasks. The [CLS] symbol precedes each input example, and
[SEP], a separator token, is introduced, especially in instances involving questions and

answers.

3. Determining a max-over-time of the output vectors (MAX-strategy).

Eventually, the default configuration is MEAN.

For the fine-tuning of BERT, the authors employed siamese and triplet networks [15]
to dynamically adjust the weights, ensuring that the generated sentence embeddings
contain semantic significance and can be effectively compared using cosine similarity.
The specific network structure depended on the available training data. The authors
experimented with different network setups and ways to train the model to find what
worked best:

e Classification Objective Function:

Given sentence embeddings u € R™ and v € R", we first compute their element-

wise absolute difference |u — v|. The concatenation of these vectors is:
T = [u;v;|lu—v|] € R (1.12)

This combined vector x is then multiplied by a trainable weight matrix W, €

R3™* to predict class labels via a softmax function:
0 = softmax(W,z) € R (1.13)

Here, n is the embedding dimension and £ is the number of labels. The network

is optimized using cross-entropy loss.

Visualization of architecture is on Figure 1.5.
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¢ Regression Objective Function:
The cosine similarity between sentence embeddings v and v is computed as:

similarity (u, v) = i D iy il (1.14)

N [[ully (o]l Bl \/Z?:l u?\/Z?ﬂ v}

The mean squared-error loss is used as the objective function to train the network

to predict these similarity scores.

Visualization of architecture is on Figure 1.6.

e Triplet Objective Function:

For an anchor sentence a, a positive sentence p, and a negative sentence n with
embeddings s, sp, s, € R", the triplet loss minimizes the Euclidean distance
between s, and s, while maximizing the Euclidean distance between s, and s,,.

The FEuclidean distance is defined as:

|z —yll, = (1.15)

The triplet loss function is:

maX(HSa_SpHQ_ Hsa_an2+€>O) (1.16)

where € = 1 is the margin.

Finally, our attention will be directed towards relevant downstream tasks where
sentence embeddings, have demonstrated significant utility. These include (but are not
limited to): Semantic Textual Similarity (STS), Semantic Search, Paraphrase Identifi-
cation, Clustering, Classification, and Natural Language Inference (NLI). However, as
indicated by the title of this work, our primary focus will be exclusively on the task of

Semantic Textual Similarity.
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)
(u, v, lu-v])

u v
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Figure 1.5: SBERT architecture with classification objective function, e.g., for fine-
tuning on SNLI dataset ( the task of determining the inference relation between two
(short, ordered) texts: entailment, contradiction, or neutral). The two BERT networks

have tied weights (siamese network structure).
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+
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u Vv
A 4
pooling pooling
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Figure 1.6: SBERT architecture at inference, for example, to compute similarity scores.

This architecture is used with the regression objective function.
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1.2.3 Generative Pre-trained Transformer (GPT)

The Generative Pre-trained Transformer (GPT) series of models, developed by OpenAl,
marked a pivotal moment in the evolution of NLP. Since its first appearance in 2018, it
has been considered the most famous and widely used model. The foundational GPT
model [16] introduced a decoder-only transformer architecture for language modeling,
demonstrating remarkable capabilities in generating coherent and contextually relevant
text.

At its core, GPT relies on the transformer architecture’s self-attention mechanism
to capture long-range dependencies within text. Given an input sequence of tokens,
the model predicts the probability distribution over the subsequent token. This can be

mathematically represented as:

P(ylyr,s ooy i—1) = softmax(f(yl, e yt—l)) (1-17)

where f denotes the series of transformer decoder layers. Each decoder layer typi-
cally comprises a masked multi-head self-attention mechanism, followed by a normal-
ization layer and a feed-forward neural network. The masked self-attention is crucial
in this decoder-only architecture, ensuring that the model only attends to preceding
tokens during the prediction of the next token. You can refer to how the self-attention
mechanism is defined and how it works in the original paper "Attention is All You
Need" [10], as we do not consider a more detailed explanation necessary.

The training objective for GPT is to maximize the likelihood of the training data.
Given a large corpus of text, the model learns to predict the next word in a sequence,
effectively learning the underlying structure and patterns of the language. This can be

formulated as:

m
L= lOg P(wi,j\wm, ceey wi,j—l; @) (118)

i=1 j=1
where © represents the parameters of the GPT model.

While primarily designed for text generation, the internal representations learned
by GPT can also be utilized to derive sentence embeddings. One common method
involves extracting the hidden state of the last token of a sentence or applying a pooling
operation over the hidden states of all tokens in the final layer. About pooling, we write
in Section 1.1.3.

Since its first appearance, more sophisticated models like GPT-2, GPT-3, and GPT-
4 have been created, with GPT-4 being the newest and the best one. Now, let’s focus
a bit on the details of training GPT-4 and what innovations it brought.
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The training of GPT-4 involved a significantly larger and more diverse dataset
compared to previous GPT models. Furthermore, advanced techniques were utilized
to enhance the model’s performance and ensure alignment with human preferences. A
key aspect of this was the use of reinforcement learning from human feedback (RLHF)
[17]. In this process, human evaluators provided feedback on the quality and suitability
of the model’s generated text. This feedback was then used to train a reward model,
which could automatically review the quality of generated outputs. The reward model

was subsequently used to fine-tune GPT-4 using reinforcement learning algorithms.

18]

1.3 Multilingual Base Model

After the section about the English language model, let’s concentrate on multilingual

models, since English is not the only language in the world.

1.3.1 mBERT

Having introduced the BERT language model earlier (Section 1.2.1), we can skip its
presentation and transition directly to the discussion of mBERT. We will focus partic-
ularly on the differences between BERT and mBERT and improvements.

The most significant difference lies in the data used for pre-training. While standard
BERT is trained on a large corpus of text in a single language (particularly English),
mBERT is pre-trained on a massive corpus comprising text from 104 different lan-
guages. This multilingual pre-training is crucial for mBERT’s ability to understand
knowledge across languages. To handle them, mBERT utilizes a single, shared vo-
cabulary across all the languages in its pre-training corpus. This allows the model to
process text from different languages using the same input embedding layer.

Because of the large number of languages and the shared vocabulary, it is logical
that semantically similar words or concepts from different languages be mapped to
nearby regions. This is called a shared embedding space, and it is the foundation of its
cross-lingual transfer learning. This can be explained as follows: a model fine-tuned
on a task in one language can often be applied directly to the same task in another
language (so-called zero-shot transfer).

mBERT offers the significant advantage of multilingual capabilities, but there can
be some trade-offs compared to a monolingual BERT. The first problem may be with a
fixed model size. mBERT needs to allocate capacity to model many languages, which
might lead to lower performance compared to a monolingual model. Another problem
may be language interference. There can be some cases where the shared representation

space leads to interference between languages.
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Among the previously mentioned language models, there are also monolingual
BERT-like models, which include, among other European languages, SlovakBERT,

which will be further discussed in the following sections.

1.4 Slovak Base Model

The final foundational model to be detailed here is SlovakBERT, our initial Slovak
language model. While not the sole model of its kind (e.g., SlovakT5 Small [19],
FERNET-CC sk [20], HPLT Base [21]), it holds the distinction of being the firtst and

the most widely recognized Slovak language transformer model to date.

1.4.1 SlovakBERT

SlovakBERT |[3] is a Slovak-only transformer-based language model that is built on the
RoBERTa architecture (a Robustly Optimized version of BERT [6]). This model was
introduced in 2021 with the aim of improving Slovak NLP.

To train SlovakBERT, the authors constructed a large Slovak text corpus by com-
bining several publicly available datasets (Slovak Wikipedia (326MB), Open Subtitles
(415MB), OS-CAR 2019 corpus (4.6GB)) with a newly web-crawled corpus from .sk
domain webpages. On the crawled data, they applied language detection and extracted
the title and main content as clean text without HTML tags, resulting in 17.4GB of
text. The combined corpus underwent several preprocessing steps: URLs and email
addresses were replaced with special tokens, elongated punctuation sequences (e.g.,
"- - were reduced to a single mark ("-"), Markdown syntax was deleted, and all text
content within curly braces "{.}" was eliminated. After these steps, the resulting cor-
pus was segmented into sentences, and duplicate sentences were removed, yielding a
final corpus of 181.6 million unique sentences totaling 19.35GB of text.

For training, the RoBERTa [6] model was used, although with modifications in
various aspects such as parameters, the number of training steps, maximum tokens,
precision, and other details. For fine-tuning the language models, they used the stan-
dard method for token classification, where the final layer of an LM is discarded and
replaced with a classifier linear layer with dropout and a softmax activation function.
The loss function is defined as an average cross-entropy across all tokens.

Their evaluation framework incorporated tasks like part-of-speech tagging, semantic
textual similarity, sentiment analysis, and document classification. For these evalua-
tion tasks, they also created their own set of tests from pre-existing datasets. The
results demonstrated that SlovakBERT achieves state-of-the-art results on these tasks,
outperforming other multilingual language models and establishing a strong baseline
for Slovak NLP.
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Another aim was to generate universal sentence embeddings for Slovak. At that
time, there was no native Slovak STS dataset, so the researchers machine-translated
existing English datasets, STSbenchmark and SICK, into Slovak. The test set from
STSbenchmark was manually translated for evaluation and published. Details about
these translations are written below in Section 3.2.1.

In conclusion, the development and evaluation of SlovakBERT represent a sub-
stantial contribution to the field of Slovak Natural Language Processing, providing a

high-performing, natively trained language model and a valuable benchmark.



Chapter 2

Evaluation Methods, Metrics and
Models

This chapter outlines the evaluation methodology, evaluation metrics, and a description
of the specific language models we chose. In the beginning, we will take a closer look
at the semantic textual similarity (STS) task-more precisely, what data it is made of,
from which benchmark it comes, and how to evaluate it. After that, we describe the
metrics used to quantify the results, including Pearson and Spearman rank correlation
coefficients and Relative Error Reduction. Finally, we provide a quick overview of the

selected Slovak, English, and multilingual models chosen for experimental comparison.

2.1 Evaluation Methods - STS

Evaluating NLP models is important to understand how well they perform, how they
handle different situations, and how useful they are in real-world applications. A good
evaluation tests the models on a variety of language tasks to ensure they can handle
different kinds of language challenges. One of the main tools used to evaluate general-
purpose NLP models is the GLUE benchmark [2]. GLUE provides a standard way to
measure how well models perform on a range of key language tasks.

As we can see in Table 2.1, depending on the task, various metrics are used to eval-
uate the model. For example, Accuracy, F1 Score, Pearson, and Spearman correlation.
Since this work focuses on Semantic Textual Similarity, let us take a closer look at
what it is.

Semantic Textual Similarity (STS or STS-B) compares two sentences and provides
a score indicating how similar they are in meaning. The score is usually a number
between 0 and 1 (although it can also be scaled from 0 to 5), where a higher number
signifies greater similarity between the sentences. The goal is to align the model’s

judgments with how a human would assess the similarity.

19
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Corpus |Train| |Test| Task Metrics
Single-Sentence Tasks

CoLA 8.5k 1k acceptability Matthews corr.
SST-2 67k 1.8k sentiment acc.
Similarity and Paraphrase Tasks
MRPC 3.7k 1.7k paraphrase acc./F1
STS-B Tk 1.4k  sentence similarity Pearson/Spearman corr.
QQP 364k 391k paraphrase acc./F1
Inference Tasks
MNLI 393k 20k NLI matched acc./mismatched acc.
QNLI 105k 5.4k QA /NLI acc.
RTE 2.5k 3k NLI acc.
WNLI 634 146 coreference /NLI acc.

Table 2.1: Task descriptions and statistics in GLUE Benchmark. [2]

2.2 Evaluation Metrics

2.2.1 Pearson Correlation Coefficient

The most commonly used metric for evaluating the performance of STS models is the

Pearson correlation coefficient (pxy ). This statistic quantifies the strength and direc-

tion of a linear relationship between the predicted similarity scores from the model and

the human-annotated "gold standard" scores. The formula for the Pearson correlation

is:

OxXy = i (X = X)(Y; - Y)
D VLK XL VP

(2.1)

Where:

X, represents the i-th predicted similarity score.

Y; represents the i-th true (human-annotated) similarity score.
X is the mean of the predicted scores.

Y is the mean of the true scores.

n is the total number of sentence pairs being compared.

Pearson correlation essentially measures how well the predicted scores and human

scores move together in a linear fashion. A value close to +1 indicates a strong positive

linear correlation, a value near -1 suggests a strong negative linear correlation, and a

value around 0 implies a weak or no linear correlation.
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2.2.2 Spearman Rank Correlation Coefficient

Another important correlation metric used in evaluating STS is the Spearman rank
correlation coefficient (ps). Unlike Pearson correlation, Spearman correlation assesses
the strength and direction of the monotonic relationship between two ranked variables.
In the context of STS, it evaluates how well the rankings of the predicted similarity
scores align with the rankings of the human-annotated scores, without assuming a
linear relationship.

To calculate Spearman correlation, the predicted and true similarity scores are first
converted into their respective ranks. Then, the Pearson correlation formula is applied

to these ranks. A common formula for Spearman correlation is:

_ cov(R(X), R(Y))
PR(X),R(Y) or(X) - or(Y)

(2.2)

where R(X) and R(Y') are variables where their ranks are used instead of numbers,
the covariance of R(X) and R(Y) is cov(R(X), R(Y)), and the standard deviations of
the ranks of X and Y are og(x) and oggy).

Spearman correlation is particularly useful when the relationship between predicted
and human scores is not necessarily linear but consistently increasing or decreasing. It

focuses on the relative order of the scores rather than their exact values.

2.2.3 Relative Error Reduction

Relative Error Reduction (RER) is an evaluation method presented by the authors of
the article "DUMB: A Benchmark for Smart Evaluation of Dutch Models" [22]. The
main idea is to show a model’s improvement over a strong baseline. RER, calculated
as the percentage reduction in the baseline’s error rate, provides a more informative
measure than absolute gains. For example, a 5% improvement on an 80% baseline
yields an RER of 25% (2% = 25%). As the paper shows, the authors consider RER

20%
per task and the average RER across tasks as the most important metrics, and they

also believe that this metric offers a practical perspective on the significance of our

results.

2.3 Selected models for experiments

In this section, we briefly describe the selected models that we used for the experiments.
As you can see below, we chose only the base models, as our computational resources
were not sufficient. The biggest model that we used was X ML — R with 278 million

parameters.
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2.3.1 Slovak models
SlovakBERT

Slovak BERT is a language model that was introduced in 2021 as the first Slovak-only
language model. It has a well-established and effective RoBERTa architecture. More

details can be found in the previous section, Section 1.4.1.

FERNET — CCg

FERNET—-CCy, was introduced by Lehecka and Svec in 2021 [20]. It is a monolingual,
Slovak-only language model built upon the BERT-base architecture. More precisely, it
is a Slovak version of the Czech FERN ET — C5 model [23]|. The pre-training dataset
consists of 29GB of carefully filtered text sourced from the Slovak Common Crawl.
In terms of its internal structure, FERNET — CC}, adheres to the standard BERT-
base configuration, featuring 12 layers, 12 attention heads, and a hidden size of 768.
Furthermore, this model employs a SentencePiece tokenizer, utilizing a vocabulary of

100,000 tokens that has been specifically crafted for Slovak orthography.

SLOVAKTS5 — small

SlovakT5 — small [19] is a very small model (60M parameters) pretrained on the T5
model. T5, introduced in 2020, is a general language modeling framework that treats
every task as a language modeling problem. It was pre-trained on a combination of
unsupervised and supervised tasks [24].

SlovakT5 — small was trained only on multilingual mT5 — small due to compu-
tational resource limitations, which did not allow for training T5 from scratch. For
training, they used two datasets: mC/-sk (400,000 samples) and OSCAR-sk.

2.3.2 English models
DeBERTaV3

DeBERTaV3 was introduced in 2021 [25] as an enhanced version of the DeBERTa
language model. Built upon a Transformer-based architecture, DeBERTaV 3 inno-
vatively replaces the traditional masked language modeling (MLM) approach with
ELECTRA-style Replaced Token Detection (RTD) as a more efficient pre-training
strategy. A generator network produces potential token replacements within the input
text, while a discriminator network is tasked with identifying whether each token is orig-
inal or has been replaced. It also introduces a technique called Gradient-Disentangled
Embedding Sharing (GDES), which is designed to prevent conflicting gradient updates

between the generator and the discriminator components of the model.
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2.3.3 Multilingual models
mMBERT B

mBERTpg,s. was introduced in 2019 [11] as the first multilingual BERT model. Tt is
trained on 104 different languages and established the basis for cross-lingual transfer
learning in downstream tasks. Since this model is already described in Section 1.3.1,

we will conclude this paragraph here.

DistilmBERT

Distilm BERT was introduced in 2019 [26] as a distilled version of the BERT base
multilingual cased model. For pre-training, the authors used the identical dataset
as they did for mBERTgus. In terms of its architecture, DistilmBERT features 6
layers, a hidden size of 768 dimensions, 12 attention heads, and a total of 134 million
parameters. This design makes the distilled version about 25% smaller and nearly
twice as fast compared to mBERTguse (177M parameters). The important aspect is
that it preserves the multilingual capabilities of the original model while being more

efficient in almost every aspect.

XLM - R

X LM — R |27] is a large-scale multilingual masked language model introduced in 2020.
This model was designed to focus on learning effective cross-lingual representations.
It was built upon a Transformer architecture and pre-trained on over two terabytes
of filtered CommonCrawl data, encompassing 100 different languages, part of which
included 23.2GB of Slovak text.

X LM — R differs from previous multilingual models by using an expanded vocabu-
lary of 250,000 tokens, which was trained using SentencePiece tokenization. This larger
vocabulary enhances the model’s efficiency in handling the diverse linguistic structures
present across the many languages it was trained on. The model also includes several
optimizations aimed at mitigating the challenges associated with training very large
multilingual models, often referred to as the "curse of multilinguality."

The model is available in two variations: X LM — Rpg,s., which consists of 12 layers, a
hidden size of 768, and 270 million parameters, and the larger X LM — Ry 4y4c, featuring
24 layers, a hidden size of 1024, and 550 million parameters.

mDeBERTaV3

mDeBERTaV 3 |25] was introduced in 2021 and expands the capabilities of the
DeBERTaV3 model to handle multiple languages. This model was trained on the
2.5TB CC100 dataset, the same large collection that was used for training X LM — R.
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However, mDeBFERTaV 3 achieved its performance with significantly less training,
completing only one-third of the training passes compared to XLM — R. Its archi-
tecture incorporates many features from previous BERT-based models, such as Dis-
entangled Attention (DA) and Replaced Token Detection (RTD), while also introduc-
ing Gradient-Disentangled Embedding Sharing (GDES). Finally, mDeBFERTaV 3 has
demonstrated very good performance in cross-lingual tasks, outperforming XLM — R

in zero-shot transfer learning evaluations on benchmarks like XNLI.

2.3.4 Models overview

For better understanding and easier reading, we decided to put all of the selected

models into a Table 2.2 with some important information about them.

Model Params | Language Hugging Face Identifier
Slovak BERT 1256M Slovak gerulata/slovakbert
FERNET — CCy 164M Slovak fav-kky /FERNETCC sk
SlovakTb — small 60M Slovak ApoTro/slovak-t5-small
DistilmBERT gy 135M Multi distilbert /distilbertbasemultilingualcased
mBERTByse 178M Multi google-bert /bert-base-multilingual-uncased
XLM — Rpgse 278M Multi FacebookAl /xlm-roberta-base
mDeBERTaV3pase | 276M Multi microsoft /mdeberta-v3-base
DeBERTaV 3pg4se 184M English microsoft /deberta-v3-base

Table 2.2: Overview of models used in experiments.



Chapter 3
Datasets

In this chapter, we focus primarily on the datasets used throughout this work, par-
ticularly for the Semantic Textual Similarity (STS) task. The first section introduces
the main benchmark used for STS evaluation. Next, we review previous efforts to
create a Slovak version of the STS benchmark. We then present our own approach
for constructing a Slovak STS dataset-starting from the initial concept, through the
translation process and manual verification, to the finalized dataset used in subse-
quent experiments. Finally, we describe how we generated an additional dataset using

generative Al, specifically the GPT model.

3.1 Semantic Textual Similarity Benchmark

The Semantic Textual Similarity (STS) Benchmark is one of the most widely used
datasets for evaluating how well models can measure the semantic similarity between
pairs of sentences. Introduced in the SemEval 2017 shared task [28], its primary goal
was to provide a standardized and comprehensive evaluation resource for the STS task.
The benchmark is a compilation of previous STS tasks conducted between 2012 and
2017, a decision that significantly increased both the size and diversity of the dataset.
The full dataset contains 8,628 sentence pairs, which are divided into three subsets for

robust model development and evaluation:

e Train dataset: - 5749 sentence pairs
e Validation dataset: - 1500 sentence pairs

e Test dataset: - 1379 sentence pairs

Each sentence pair in the STS Benchmark is annotated with a similarity score
ranging from 0 to 5, where 0 indicates that the two sentences are completely dissimilar,

and 5 indicates that the two sentences are semantically identical.
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Below are a few examples of sentence pairs and their corresponding similarity scores
from the STS Benchmark:

Score 5 (Completely Equivalent):

— "The bird is bathing in the sink."

— "Birdie is washing itself in the water basin."

Score 4 (Mostly Equivalent):

— "Two boys on a couch are playing video games."

— "Two boys are playing a video game."

Score 3 (Roughly Equivalent):

— "John said he is considered a witness but not a suspect."

— "‘He is not a suspect anymore,” John said."

Score 2 (Not Equivalent, Some Details Shared):

— "They flew out of the nest in groups."

— "They flew into the nest together."

Score 1 (Not Equivalent, Same Topic):

— "The woman is playing the violin."

— "The young lady enjoys listening to the guitar."

Score 0 (Completely Dissimilar):

— "The black dog is running through the snow."

— "A race car driver is driving his car through the mud."

A great benchmark for this type of task can be characterized by several key prop-
erties. The first is diversity of data sources. By collecting data from different origins,
the final benchmark will cover a wide range of topics, sentence structures, and writing
styles. This can be achieved by including not only complete texts but also newspaper
headlines, user forum posts, and image captions. Another important characteristic
is that the similarity scores are human-annotated, as we aim to train Al to be more
human-like and less machine-like. The final key feature is the use of specific and
effective evaluation metrics-in our case, the Pearson correlation coefficient and the

Spearman rank correlation coefficient.
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3.2 Existing Slovak Datasets

In this section, we will look at some datasets that were used in previous articles I read.
We will start with article from Sectionl.4.1 SlovakBERT [3].

3.2.1 SlovakBERT

As mentioned in Section 1.4.1, the authors of this article decided to translate an already
created and labeled dataset. For Semantic Textual Similarity tasks, they translated
two datasets: the STS Benchmark, which we already mentioned in the previous section,
and SICK (Sentences Involving Compositional Knowledge) [29]. Both of these datasets
use a (0,5) scale (0 indicates complete dissimilarity, 5 indicates complete equivalence)
to express the similarity between two sentences. For the translation, they used the
M2M100 machine translation system with 1.2B parameters [30].

Since their goal was also to contribute to the creation of a Slovak benchmark, they
additionally undertook the translation themselves. They manually translated the test
dataset from STS-B, as machine translation can contain errors. Results showed that the
difference between the manual and M2M100 machine translation was not significant.
However, when looking at the numbers, the manual translation performed worse than

the machine one. We will discuss this issue in more detail in a later section.

3.2.2 SLOVAKTS5 - small

SLOVAKTS5 - small, which we already mentioned in Section 2.3.1, used a few datasets
for evaluation. For the sentence similarity task, they also used the STS Benchmark
translated into the Slovak language. This time, the authors decided to use the machine-
translated dataset by Ivan Agarsky [31]. He used a model called opus-mt-en-sk [32].
The dataset contains: train: 5,749, validation: 1,500, and test: 1,379 examples.

3.3 Translation of STS Benchmark

This section focuses on our dataset, which we eventually used to fine-tune our selected
models and evaluate them. We will cover the entire process of obtaining the data, from
the initial idea through the challenges that arose over time to the final result that we

ultimately used.
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3.3.1 The selection of the best translator

At the beginning of this work, we needed to create a dataset characterized by compa-
rability, topical diversity, suitability as a benchmark, and substantial scale. Our initial
consideration converged upon the translation of a pre-existing, high-quality dataset as
an optimal solution. Recognizing the challenges encountered by prior works (as evi-
denced in Section 3.2), we observed that the authors used machine translation systems
for several different datasets. As a result, we decided to pursue a similar approach.
Given the focus of our investigation on sentential semantic similarity, the English Se-
mantic Textual Similarity Benchmark (STS-B) was selected as our source dataset. We
reviewed all the available machine translations and examined the datasets themselves.
The Slovak translation generated by Opus using the T5-small model was not satisfac-
tory from our point of view. While the manual translation provided by SlovakBERT
exhibited excellent quality, its scope was limited to the test dataset. The M2M100
translation provided also by SlovakBERT, while exhibiting reasonable quality, con-
tained numerous minor inaccuracies. To illustrate these irregularities, consider the
following examples: the translation of "A woman is cutting an onion.” became "Zena
rezd cibulu.”, the original sentence "The woman is dicing garlic." was translated into
"Zena hovori cerestiu." or "A woman is breaking a head of garlic into cloves." became
"Zena rozbija hlavu cesnaku na klince.".

Building on the findings of prior research, we proceeded to conduct our own ex-
periment. To prevent these irregularities as much as we can, the first step involved
identifying a suitable machine translation system. Therefore we decided to connect
with several colleagues who were, or are still, working on similar projects, and together
conducted a small experiment to choose the best machine translator.

To make this experiment more objective, we selected several datasets from the
GLUE Benchmark [33] and from each of these datasets, we extracted a small but
sufficient sample. The annotation and review of these samples required a significant
time investment. We will now proceed to a more detailed description of this experiment.

This experiment involved the participation of four annotators (students of Comenius
University) and the comparative evaluation of five distinct machine translation systems,

namely:

e Google Translate

DeepL

GPT 4-o with a prompt “Translate the given text to Slovak.”

NLLB 3.3B

MADLAD 3B
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The annotation dataset contained 90 sentences, or 45 pairs of sentences. As we

mentioned earlier, they all came from the following GLUE Benchmark Tasks:

e 15 pairs from SNLI (The Stanford Natural Language Inference Corpus)
e 15 pairs from STS (Semantic Textual Similarity Benchmark)

e 15 pairs from RTE (Recognizing Textual Entailment)

The experiment comprised two distinct phases. The initial phase focused on the
evaluation of translation quality. A rating scale from 1 to 5 was employed, where 1
indicated the highest quality translation and 5 the lowest. A total of 450 sentences
were assessed and assigned a rating. The results of this initial task are presented in
Tables 3.1 and 3.2. As shown in Table 3.1, DeepL received the highest number of top
rankings (ranking 1), totaling 231 instances. This finding is confirmed by the statistical
overview in Table 3.2. DeepL: demonstrates the lowest mean rating (numerically 1.808)

and the second-lowest standard deviation, indicating its superior performance in this

evaluation.
Ranking
Model 1 213|145
Google translate | 208 | 42 | 36 | 31 | 43
MADLAD 159 | 38 | 42 | 53 | 68
GPT 218 | 41 | 50 | 38 | 13
NLLB 144 | 34 | 47 | 62 | 73
DeepL 231 |41 | 36 | 30 | 22

Table 3.1: Number of rankings for each of the translators (quality of translation).

Ranking was from 1 to 5, where 1 is the best.

Model Mean | STD | Median
Google translate | 2.053 | 1.449 1
MADLAD 2.536 | 1.602 2
GPT 1.853 | 1.214 1
NLLB 2.683 | 1.608 3
DeepL 1.808 | 1.262 1

Table 3.2: Results for ranking the best machine translate. The mean rank (1 to 5,

where 1 is the best), standard deviation and median.
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The second phase of the evaluation focused on classifying the translated sentences
according to fluency and adequacy. Both aspects were rated on a scale of 1 to 4, where
4 denoted the highest quality. Detailed definitions of these terms and the evaluation
methodology, along with illustrative examples, were provided in accompanying tables,

derived from the established evaluation guidelines:

Fluency can be understood as to what extent the translation is “one that is well-
formed grammatically, contains correct spellings, adheres to the common use of terms,
titles, and names, s intuitively acceptable, and can be sensibly interpreted by a native

speaker” (Linguistic Data Consortium).

Fluency must be evaluated first, hence before reading the source text, to assess
whether the translation reads naturally in the target language. Why? It is worth
stressing that a translation may be flawlessly fluent (i.e., the translation may be per-
fectly formed and follow all the target language rules), but it may have adequacy
problems (e.g., it may contain only a partial meaning of the source sentence). After
the evaluation of fluency, you can then evaluate adequacy (more details on how to

evaluate adequacy are provided below the examples).

In the tables below, Fluency scores are defined and some examples of their evalua-

tion are provided:

SCORE 1 - INCOMPREHENSIBLE

The translation is poorly written and nothing can be understood and/or the
grammar and syntactical rules of the target language are not respected
at all.

ENGLISH SOURCE TEXT SLOVAK TRANSLATION

Record-high inflation in the Euro- | Zaznam vysoka inflacia Eurozéna za
zone for October. Oktober.

Men jailed for life for murder of | MuZzovia uvdzneni pre Zivotnost za
Sheflield solicitor. vrazdenie zo Sheffieldskej porad-
kyna.
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SCORE 2 - DISFLUENT

The sentence is incorrectly written, difficult to understand, and/or the grammar
and syntactical rules of the target language are scarcely respected. Less than

50% of the translation can be understood.

ENGLISH SOURCE TEXT SLOVAK TRANSLATION

Dishonest solicitor ‘too embar- | Necestny advokitka prilis hanba

rassed’ to tell bosses of her mistake. | hovorit $éfov o chyba.

New lord chancellor leads events to | Novy lord kancelar vedie udalosti

mark the opening of the legal year. | pre znacka otvaranie rok préva.

SCORE 3 - GOOD

The translation is partially understood as it is fluent but has minor grammat-

ical or syntactical mistakes. More than 50% of the translation can be

understood.

ENGLISH SOURCE TEXT SLOVAK TRANSLATION

In most cases, the enquiry will not | Vo vécsine pripadov sa vySetrovanie
extend beyond an assessment of the | nebude $irit za hodnotenie potrieb

parties’ needs. stran.

Drawing a line between marital and | Vytvaranie hranice medzi manzel-
non-marital assets is not always | skymi a nemanzelskymi majetkami

easy. nie je vzdy jednoduché.

SCORE 4 - FLAWLESS

The sentence is very fluent and contains no errors, and the grammar and

syntactical rules of the target language are completely respected.

ENGLISH SOURCE TEXT SLOVAK TRANSLATION

Record-high inflation in the Euro- | Rekordna inflacia v eurozoéne v ok-

zone for October. tobri.

Which nuclear weapons could Putin | Ktoré jadrové zbrane by mohol

use against Ukraine? Putin pouzit proti Ukrajine?
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Adequacy can be understood as “how much of the meaning expressed in the gold-
standard translation or the source is also expressed in the target translation” (Linguistic

Data Consortium).

Adequacy, in contrast to fluency, necessitates a comparison with the source text
or a reference translation. This evaluation determines the extent to which the target
text accurately conveys the original meaning, nuances, and intent. A translation can
be perfectly fluent, reading smoothly and naturally, yet still fall short in adequacy
if it omits crucial information, misinterprets the original message, or adds unintended
connotations. Therefore, adequacy assessment follows fluency evaluation to ensure that

a well-formed translation is also a faithful representation of the source content.

In the tables below, Adequacy scores are defined, with examples provided for each

score:

SCORE 1 - NONE

None of the meaning in the source is contained in the translation.

ENGLISH SOURCE TEXT SLOVAK TRANSLATION

EURIBOR dosiahol roéné minimum

v poslednom prehlade.

Record-high inflation in the Euro-

zone for October.

Ms.  Eileen Patterson has been | Pan Eileen Patterson bol prave
newly appointed as deputy chair of | odvolany ako pokladnik politicke;j
the board. strany.

SCORE 2 - LITTLE

Small fragments of the meaning in the source are contained in the translation.
Less than 50% of the total meaning in the source is contained in the

translation.

ENGLISH SOURCE TEXT

SLOVAK TRANSLATION

As a non-executive director, he will
contribute to the good governance of
the Department of Health.

Ako vykonny riaditel prispeje k do-

brej sprave vlady.

Our new partners are highly expe-
rienced advisers in sectors impacted
by the impending departure of the
UK from the EU.

Nasi

sktsenosti s problémami nezavis-

novi partneri maju vela
losti medzi Severnym Irskom a

Irskou republikou.
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SCORE 3 - MOST

Almost all the meaning in the source is contained in the translation. More than

50% of the total meaning of the source is contained in the translation.

ENGLISH SOURCE TEXT SLOVAK TRANSLATION

Record-high inflation in the Euro- | Rekordna inflacia v eurozone.

zone for October.

Both appointments are for a period | Obe vymenovania platia na obdobie
of three years, beginning 1 October | troch rokov, s moznostou predizenia

2022, with the possibility of an ex- | na maximélne Sest rokov.

tension to a maximum of six years.

SCORE 4 - EVERYTHING

All the meaning in the source is contained in the translation, no more, no less.

ENGLISH SOURCE TEXT SLOVAK TRANSLATION

Record-high inflation in the Euro- | Rekordna inflacia v eurozéne v ok-

zone for October. tobri.

Which nuclear weapons could Putin | Ktoré jadrové zbrane by mohol

use against Ukraine? Putin pouzit proti Ukrajine?

The second phase of the evaluation process was more time-intensive, requiring a two-
stage assessment: initial evaluation of the translated sentence’s fluency, followed by a

comparative analysis of the translated and original sentences to determine adequacy.

The outcomes of this second phase are detailed in Tables 3.3 and 3.4. Table 3.3
indicates that DeepL received the highest frequency of the top fluency rating (rating 4),
with 265 instances. While GPT gather the most top ratings for adequacy, the statistical
analysis presented in Table 3.4 reveals that DeepL achieved the highest mean scores

for both fluency (numerically 3.7) and adequacy (numerically 3.731).
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Fluency Adequacy
Model Mean | STD || Mean | STD
Google Translate | 3.569 | 0.651 || 3.669 | 0.619
MADLAD 3.475 | 0.750 || 3.528 | 0.731
GPT 3.619 | 0.590 | 3.731 | 0.540
NLLB 3.403 | 0.748 || 3.536 | 0.711
DeepL 3.7 |0.532 || 3.731 | 0.514

Table 3.4: Results for classification fluency and adequacy. The mean fluency (1 to 4,
with 4 the best) and adequacy (1 to 4, 4 the best) and their standard deviations.

Fluency Adequacy
Model 112 ] 3 4 (1] 2 |3 4
Google translate | 3 | 23 | 100 | 234 || 3 | 20 | 70 | 267
MADLAD 51411 92 | 222 || 6|33 |86 | 235
GPT 117|100 | 242 | 1| 14 | 66 | 279
NLLB 4145|113 | 198 || 4 | 34 | 87 | 235
DeepL 0|13 |82 |265|0]| 12|73 |275

Table 3.3: Number of rankings for each of the translators (classification of fluency and

adequacy). Ranking was from 1 to 4, where 4 is the best.

Based on the outcomes of this experiment, it can be concluded that, among the five
evaluated machine translation systems, Deepl. demonstrated best performance across
all assessed aspects. Its translations showed the highest quality, effectively preserved
the semantic content of the original English sentences, and were characterized by a
high degree of readability. Since we decided to use it, let’s introduce it.

DeepL is a neural machine translation (NMT) system renowned for generating
high-quality translations. It employs advanced deep learning architectures trained on
extensive, high-quality bilingual data. This focus enables nuanced contextual under-
standing, resulting in translations, that are highly accurate and they look and sound
very natural, often surpassing conventional systems.

However, a significant limitation associated with this finding is the necessity of
a paid subscription or a limited daily amount of free tokens. This constraint was

subsequently resolved with the assistance of my supervisor.
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3.3.2 Translation of STS Benchmark dataset

After selecting the best translation system, we could proceed with our translation of the
STS Benchmark dataset. However, the translation process was not without its prob-
lems. As we mentioned earlier, every machine translation has its limitations. To ensure
that the dataset was correct, we decided to manually review it. We started correction
with smaller test and validation datasets. We checked the translations, corrected some
errors and imperfections, such as incorrect quotation marks, misunderstood sentences,
or missing punctuation marks. In cases where a pair of original sentences was differ-
ent, and after translation, this pair turned into a pair of identical sentences with a
similarity score of less than 5, we ignored these sentences and removed them from the
dataset. The reason was that this could lead to misinterpretation and goes against
the annotation guidelines. After correcting these two datasets, we observed that many
of the errors were negligible and the error rate was about 8.5%. Then, we decided
not to correct the train dataset and use it in its machine-translated form. Therefore,
the "Our train STS-B" (from Table 3.5) dataset relies on the inherent quality of the
DeepL translation for the training split, and any systematic biases or errors from the
MT system are present in this training data. The manual verification effort was focused
on creating robust validation and test sets.

In the next subsection, we will look at some of the most common errors we en-
countered during manual translation. We will also mention a few statistics about this
translation, such as the distribution of the dataset, the number of discarded items, and
the final size of the dataset.

3.3.3 Analysis of our translation

First, we will look at several categories of errors encountered and provide examples,
including the original sentence, the machine-translated output, and the corresponding

manual correction.

1. Inadequate translation:

e Original: A woman is peeling a potato / banana.
e Deepl: Zena lupe zemiak / banan.

e Our correction: Zena Supe zemiak / banan.

Original: Someone is greating a carrot.

Deepl: Niekto si maskrti mrkvu.

e Our correction: Niekto struha mrkvu.
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2. Bad grammar:

Original: A man seasoning quail.

Deepl: Muz pri koreneni prepelic.

e Our correction: Muz koreni prepelicu.

Original: Chinese stocks close higher midday Friday.

Deepl: Cinske akcie v piatok napoludnie uzavreli vyssie.

e Our correction: Cinske akcie v piatok napoludnie vzrastli.

As we can see from the examples above, the translation process did not yield per-
fect accuracy, a phenomenon commonly observed in machine translation paradigms.
To ascertain the relative effectiveness of DeepL translations in comparison to those
generated by SlovakBERT and Slovak T5 small models, a series of experiments were

conducted, the methodological details and results of which are presented in Chapter 4.

Now, let’s examine the statistics on how many pairs of sentences were corrected:

e Validation dataset: 78 out of 1500 (5.2%)

e Test dataset: 165 out of 1379 (11.965%)

The sizes of the final dataset (without identical sentences with a rating of 5) are as

follows:

e Train dataset - 5731 sentence pairs
e Validation dataset - 1492 sentence pairs

e Test dataset - 1377 sentence pairs

As a final statistic, we visualized the distribution of the DeepL translated and

corrected STS Benchmark dataset. We can see it in Figure 3.1.
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Figure 3.1: Distribution of scores in the DeepL translated and fixed STS-B dataset.

When we look at the distribution graph, we can see that it is not evenly distributed,
as we might have expected from such a large benchmark. The majority of the data
points are concentrated in the higher score ranges. We noticed this phenomenon when
correcting sentences. The most common pairs of sentences were slightly similar (an
omitted or slightly changed part or almost synonymous names), which corresponds to
a rating between 3 and 4. The second most common type of sentence was those that
were almost identical (a slight change in the wording of the sentence, swapping words,

or using synonyms), which also fits with a rating between 3 and 4.

3.4 Generating our own dataset

Following the translation of the STS Benchmark, a new research question arose regard-
ing the characteristics of the resulting data. How will a generated data behave in this
task? This section describes the methodology employed for this dataset generation and

presents relevant descriptive statistics.

3.4.1 Process of generation

We wanted to create a dataset that will contain some Slovak cultural aspects, which

was large enough and similar to STS Benchmark. To create this dataset, we used
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GPT-4 (mentioned in Section 1.2.3), as the name suggests, this model was primarily
designed for generation. We gave the prompt "Vygeneruj mi prosim 100 slovenskijch
roznych viet vo forme Python listu.” (in English "Please generate 100 different Slovak
sentences in the form of a Python list.”). To create more, we repeated the prompt
"Pridaj dalSich 100 wviet." (in English "Add another 100 sentences.”) several times.
To include some Slovak phenomena and culture, we used the prompt "Pridaj dalsich
100 viet so zameranim na slovenski kultiru.”" (in English "Add another 100 sentences
focusing on Slovak culture.”). By using these prompts, we generated many different
sentences. While the generation process was almost always grammatically correct, it
wasn’t always semantically sound. So, we checked these sentences and selected only
the best ones for this type of dataset. Then, we paired them randomly, ensuring that
the same sentence wasn’t paired with itself. As we mentioned in the beginning, we
wanted to imitate the size of our generated dataset and the size of the STS-B dataset
for scaling purposes. Therefore, we only choose some of these pair to make the both
datasets comparable. The resulting numbers are mentioned below.

For the evaluation of similarity scores, GPT-4 was utilized to ensure a fully gen-
erated dataset. The process involved inputting a .tsv file containing the generated
sentence pairs into GPT-4, along with the following prompt: "Assign the pairs of
sentences with a similarity score from 0 to 5, where 0 indicates complete dissimilar-
ity and 5 indicates semantic identity.". Then, we pick a random sample of 400 pairs
(representing 5% of the dataset) from the GPT-4 scored dataset, which we manually
reviewed. While a formal inter-annotator agreement was not calculated, we checked
for plausibility against the SemEval STS guidelines [34]. In cases of clear discrepancy
(for example GPT-4 assign a low score to clearly similar sentences), the score have
been adjusted. But this happened very rarely, only in 14 pairs of sentences, which
is only 3.5%. Given the exploratory nature of this generated dataset, this level of

spot-checking was considered sufficient for this experiments.

3.4.2 Analysis and statistics of our generated dataset
The final dataset has the following number of sentence pairs:

e train dataset - 5216 sentence pairs

e dev dataset - 1507 sentence pairs

e test dataset - 1300 sentence pairs

As we did in the section about translated dataset above, we also visualized (fig-

ure 3.2) distribution of similarity scores in our generated dataset.
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Distribution of Similarity Scores - STS-B
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Figure 3.2: Distribution of scores in our generated dataset.

Although the previous distribution was not evenly balanced, the distribution of this
dataset we generated is even more so. Almost all of the sentences have a similarity score
between zero and one. This is an interesting finding, because generative models tend
to generate very similar sentences. But as we mentioned in the process of generation
part, they may be grammatically similar and may have similar sentence structure, their

semantic meaning is different.

In addition, the manual validation of GPT-4 scores was only a spot-checking pro-
cess, not an exhaustive re-annotation. Therefore, the scores largely reflect GPT-
4’s judgment, and the dataset’s distribution represents the characteristics of LLM-

generated STS data rather than serving as a gold-standard benchmark."

3.5 Datasets overview

For better understanding and easier reading, we put all of the datasets that will be
used (so not all of them that we mentioned in this chapter) in the next experiments
into Table 2.2.
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Name Origin (article) | Size (# of pairs)
English train STS-B SemEval 5749
English validation STS-B SemEval 1500
English test STS-B SemEval 1379
M2M100 train STS-B SlovakBERT 5749
M2M100 validation STS-B SlovakBERT 1500
M2M100 test STS-B SlovakBERT 1379
Manual test STS-B SlovakBERT 1379
Our train STS-B our approach 5731
Our validation STS-B our approach 1492
Our test STS-B our approach 1377
Generated train dataset our approach 5216
Generated validation dataset our approach 1507
Generated test dataset our approach 1300
Combined train dataset™ our approach 10947
Table 3.5:  Overview of models used in experiments. (*Combined dataset will be

described in section 4.5.)



Chapter 4
Experiments and evaluation

This section presents an overview of the experiments conducted in this study, including
their design, rationale, and analysis of the results. Initially, we describe the codebase
used for fine-tuning and evaluating the models, followed by a presentation of the results
encompassing both replicated and original findings in English and Slovak.
Subsequently, we examine the datasets employed in our experiments. First, we
analyze our STS-B dataset, which was translated into Slovak using the DeepL. machine
translation system, to assess its quality and effectiveness. Second, we evaluate a dataset
generated via a generative language model to determine the fidelity and utility of
the generation process. Finally, we investigate the impact of combining these two
datasets, exploring whether their integration significantly influences model performance

and whether such influence is beneficial or detrimental.

4.1 Code for Fine-tuning Models

The fine-tuning process was implemented primarily in Python, complemented by struc-
tured Bash scripts to automate workflow execution and facilitate the sequential schedul-
ing of multiple model fine-tuning tasks. Both the source code and all datasets utilized
in this study are provided as part of the electronic attachment accompanying this
thesis.

The core of the fine-tuning pipeline leveraged the Hugging Face ecosystem, specifi-
cally the Transformers [35] and Datasets [36] libraries. These libraries offer a unified
and extensible interface for loading pretrained transformer models, tokenizing input
text, managing training loops, and handling datasets. Model configurations were
instantiated using AutoConfig.from_pretrained(), while model architectures were
loaded via AutoModelForSequenceClassification.from_pretrained(). Input tok-
enization was performed using AutoTokenizer.from_pretrained(). The fine-tuning

process itself was orchestrated through the Trainer class, which abstracts training

41
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details and supports features such as mixed-precision training and GPU acceleration.
The PyTorch framework [37| was employed as the underlying deep learning engine to
facilitate efficient computation on GPU hardware.

For evaluation, the Evaluate library [38] was utilized to compute relevant met-
rics, including Pearson and Spearman correlation coefficients, which are standard for
assessing semantic textual similarity tasks. Experiment tracking and real-time moni-
toring of training runs were managed using Weights & Biases (WandB) [39], enabling
centralized logging and facilitating reproducibility.

Automation of the training workflow was achieved through two Bash shell scripts:
the first script executed the Python fine-tuning code with specified models and hyper-
parameters, while the second script coordinated the sequential execution of multiple
fine-tuning jobs. This modular design enhanced reproducibility and streamlined ex-

perimentation.

python run_fine_tuning.py --model_name_or_path "$MODEL_NAME" \
--train_file train_file.tsv \
--validation_file dev_file.tsv \
--learning_rate 3e-5 \
--num_train_epochs 5 \
--max_seq_length 512 \
--dropout 0.0 \
--warmup_ratio 0.1 \
--output_dir "out/$MODEL_NAME" \

--report_to wandb

As indicated by the filename extensions above, the training and validation datasets
were provided in tab-separated values (TSV) format and stored locally for efficient
access during the fine-tuning process. The hyperparameters governing the training

procedure were configured as follows:

e Number of train epochs: 5

¢ Warmup ratio: 0.1

Learning rate: 3e-5

Dropout: 0

Batch size: 24 (in case of DeBERTaV3g,se and mDeBERTaV3p4se: 5)

Max seq length: 512
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e Optimizer: Adam (f;: 0.9, £1: 0.999, e: 1le-8)
e Learing rate scheduler type: Linear

Since each training run produces model checkpoints, evaluation results, logs, and

predictions, we stored them in structured directories, such as:

out_finetuning_setup/
| -- <model_name>/
| -- my_model/
|-- logs/
|-- all_results.txt
|-- config.txt
| -- README.md
|-
‘-- training_args.bin
Following the development of structured and functional code, the subsequent step
involved fine-tuning the models and conducting the planned experiments. The following
sections provide a detailed overview of these experimental procedures, followed by a

comprehensive presentation and analysis of the corresponding results.

4.2 Replication experiment

As the first step, we decided to attempt replicating the results from the previous
experiments of our chosen language models. Let’s first clarify the significance of this.

Replication is important because it validates whether the reported performance or
impressive results of a particular model are genuine and not just a lucky outcome of
a specific dataset, experimental setup, or random seed. By independently re-running
the experiments, we can assess the robustness and generalizability of the findings.
Additionally, models often undergo version changes. Authors typically add a version
number to the model name (e.g., DeBERTaV3), but some may omit "unnecessary"
numbers or make slight modifications to the training process.

Another reason for replication is that the process often leads to a deeper understand-
ing of the original work. We might uncover specific details or realize the sensitivity of
the results to certain hyperparameters. These small details can result in very different
outcomes.

Last but not least, although datasets might seem static, subtle changes can indeed
occur. In our case, these could manifest as variations in the number of rows, minor al-

terations to specific sentences or scores, or even different splits into training, validation,
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and test sets. The fact that we identified several datasets on Hugging Face claiming to
be our target dataset underscores this point. Each of these versions, while ostensibly
the same, could harbor these minor yet potentially impactful differences. Replicating
the original experiments with these different versions is crucial to assess the sensitivity

of the reported results to such dataset variations.

4.2.1 English original STS Benchmark

First, we started with replication of the original English STS-B dataset. The reported
Spearman’s correlation coefficients for the baseline models (Distil BERT (26|, Bertgase
[11], X LM —Ryparge |27), DeBERTaV 314rge |25]) are those presented in the cited works.

The outcomes of this replication are summarized in Table 4.1.

Model replicated Spearman corr. || original Spearman corr.
DistilM BERT 79.17 86.9 (DistilBERT)
mBERTgqse 83.28 85.8 (Bertpase)
XLM — Rpase 83.85 91.2 (XLM — Rparge)
mDeBERTaV 3p4se 88.07 93 (DeBERTaV 3L4rge)
DeBERTaV 3pgse 89.8 93 (DeBERTaV 3L4rge)

Table 4.1: The replicated and original results of fine-tuning STS-B on different models.

We only used Spearman’s correlation metric because all original results used it.

As shown in Table 4.1, the results indicate a lower Pearson correlation compared
to the originally reported values. Although this may initially suggest that our ex-
periment was unsuccessful, such a conclusion would be somewhat misleading. The
primary challenge was the lack of complete training details - such as hyperparameters
- and the absence of reported results for the exact models used in the original studies.
Consequently, we opted to compare our results with the closest available benchmarks,
which are presented in parentheses alongside our achieved scores in Table 4.1. For
multilingual models (namely, DistilM BERT and mBFERTg,s.), the most comparable
results were those obtained from English-specific models. Given that the original STS-
B dataset is in English, evaluation using models trained specifically on English data
naturally tends to yield higher performance. Therefore, the lower Pearson correlations
observed in our experiments are consistent with this context.

Regarding the other language models on which we replicated results - specifically,
XLM — Rpyse, mDeBERTaV 3p4se, and DeBERTaV 3, - the closest available ref-
erence results corresponded to their larger variants. Given the well-established trend
that larger model architectures generally achieve superior accuracy or scores, the lower

results we obtained are to be expected.
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An additional noteworthy observation concerns inconsistencies between reported
results in original papers and their citations. Several examples illustrate this issue. The
first pertains to the paper "BERT: Pre-training of Deep Bidirectional Transformers for
Language Understanding” [11], where the reported STS-B scores are 85.8 for BERT gyse
and 86.5 for BERT4,4.. However, in the subsequent paper "RoBERTa: A Robustly
Optimized BERT Pretraining Approach” [6], which cites the former, the reported score
for BERTqrge is 90.

Another inconsistency is found in the same paper regarding the X LNet ;4 model.
While it reports a Pearson correlation of 91.8, the referenced paper "XLNet: Gener-
alized Autoregressive Pretraining for Language Understanding” 40| lists the score as
92.5. Such discrepancies may stem from inattentive reading or reporting errors, either

by ourselves or by the authors of the cited studies.

4.2.2 Slovak STS Benchmark

The second part of this replication experiment focuses on the Slovak language model,
specifically Slovak BERT, and its reported results on the STS-B dataset translated
using both the M2M100 machine translation system and a manual translation method.

The results from this experiment are summarized in Table 4.2.

Translation replicated Spearman corr. | original Spearman corr.
Manual (SlovakBERT) 78.04 79.3
M2M100 78.58 79.9

Table 4.2: The replicated and original results of fine-tuning different translated STS-B
datasets on SlovakBERT model. We used Spearman correlation metric due to results

in original paper [3].

As observed, the replicated results for the SlovakBERT model exhibit a slight dis-
crepancy, approximately 1.3 points lower in both translation scenarios. Unlike the
English replication experiment, we had access to some hyperparameter settings and
reported results for this Slovak model, which facilitated a closer replication.

Several factors may account for this minor difference. One possibility is that cer-
tain hyperparameters not disclosed in the original study differed from those used in
our implementation. Additionally, the time elapsed since the original research was
conducted (in 2021) may have led to updates or changes in the language model or its
dependencies.

In summary, the initial replication attempt using the original STS-B dataset did
not achieve the expected performance level. The results of the SlovakBERT repli-

cation showed a smaller discrepancy, indicating a closer alignment with the original
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findings. Nevertheless, these replication experiments underscore the challenges posed
by inconsistencies and the lack of comprehensive experimental details in publicly avail-

able research, which can hinder reproducibility and comparability.

4.3 Our translation of STS-B

This section presents the main experiment of this study, which aims to evaluate the
effectiveness of our efforts to improve the Slovak benchmark for sentence textual simi-
larity (STS).

The experiment involved fine-tuning selected models using our newly created STS
Benchmark training dataset (referred to as "Our train STS-B" in Table 3.5). The
specific training parameters employed were previously detailed in Section 4.1. Sub-
sequently, the fine-tuned models were evaluated on our newly created test dataset
("Our test STS-B", Table 3.5). To ensure a robust and equitable comparison, an ad-
ditional model was fine-tuned using the training dataset employed by the authors of
SlovakBERT, which was translated using the M2M100 system ("M2M100 train STS-
B" Table 3.5). This model was also evaluated on our test dataset ("Our test STS-B")
to facilitate a direct comparison.

Pearson correlation was selected as the primary evaluation metric, while the Slo-
vakBERT model served as a strong baseline for the Relative Ranking (RR) metric.

The results of this experiment are summarized in Table 4.3.

our STS-B test dataset evaluation
our STS-B fine-tuning | M2M100 fine-tuning
Model Pearson RR Pearson RR
Slovak BERT 81.88 0.0 80.41 0
FERNET — CCsk 83.04 6.4 79.29 -5.72
SlovakT5h — small 43.51 -211.75 42.75 -192.24
Distilm BERT gy 73.98 -43.6 69.68 -54.77
mBERTBuse 77.71 -23.01 75.77 -23.69
XLM — Rpgse 79.69 -12.09 77.51 -14.8
mDeBERTaV3p,se 84.71 15.62 82.4 10.16
DeBERTaV3pase 74.51 -40.67 70.03 -52.99

Table 4.3: Results of fine-tuning our newly translated STS-B train dataset ( "Our train
STS-B" in Table 3.5) and M2M100 translated STS-B train dataset ("M2M100 train
STS-B" in Table 3.5) on different selected models. The evaluation was conducted on
our STS-B test dataset ("Our test STS-B" in Table 3.5). We used Pearson correlation

metric.
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As shown in Table 4.3, the differences in Pearson correlation coefficients across mod-
els are relatively small but consistently higher for models fine-tuned on our translated
training STS Benchmark. This suggests a potential improvement in dataset quality.
However, it remains unclear whether this improvement is attributable to the training
dataset, the test dataset, or both, and which specific aspects have been enhanced.
Since both training datasets were generated using machine translation systems (DeepL
and M2M100), this experiment also serves to evaluate the impact of the chosen trans-
lation system. Moreover, the use of the same machine translator (DeepL) for both the
training and test datasets - despite the test set undergoing manual verification and
correction as described in Section 3.3.2 - may introduce consistent translation artifacts
or nuances, potentially affecting the evaluation results.

To further substantiate these findings and enhance objectivity, we conducted a
complementary experiment using an alternative evaluation dataset. Specifically, we
evaluated our fine-tuned models on the manually translated test dataset reported in
the SlovakBERT article ("Manual test STS-B", Table 3.5). This allowed us to assess
whether the trends observed in the initial experiment would replicate under different
evaluation conditions.

The experimental setup remained consistent, with Pearson correlation as the pri-
mary metric and SlovakBERT as the baseline for RR. The results are presented in
Table 4.4.

SlovakBERT manual test dataset evaluation
our STS-B fine-tuning | M2M100 fine-tuning
Model Pearson RR Pearson RR
SlovakBERT 80.03 0.0 79.84 0
FERNET — CCsk 80.86 4.16 80.8 4.76
SlovakTh — small 42.88 -186.03 42.91 -183.18
DistilmBE RTyse 71.2 -44.22 68.59 -55.80
mBERTgqse 76.55 -17.43 75.21 -22.97
XLM — Rpase 78.36 -8.36 76.7 -15.58
mDeBERTaV 3p.se 83.36 16.68 81.26 7.04
DeBERTaV 3pgse 70.98 -45.32 69.62 -50.69

Table 4.4: Results of fine-tuning our newly translated STS-B train dataset ("Our train
STS-B" in Table 3.5) and M2M100 translated STS-B train dataset ("M2M100 train
STS-B" in Table 3.5) on different selected models. The evaluation was conducted on
manually translated test dataset ("Manual test STS-B" in Table 3.5). We used Pearson

correlation metric.

As observed in Table 4.4, nearly all models (with the exception of SlovakT5 —
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small) exhibit higher Pearson correlations when fine-tuned on our newly created STS
Benchmark training dataset. The differences between results of models with identical
architectures remain relatively small, ranging from 0.06 for the FERNET — CCyk
model to 2.62 for the DistilmBERTg,s. model.

These results provide evidence supporting the potential improvement of our dataset;
however, it remains uncertain whether the training or test dataset primarily drives this
enhancement. Regarding the training dataset, the findings suggest that utilizing a more
advanced machine translation system, such as DeepL, for data generation can yield
tangible benefits in downstream STS performance for Slovak. Furthermore, although
the test set was initially translated using DeepL. and subsequently manually verified
and corrected, it is plausible that residual nuances from the machine translation system
persist, potentially influencing evaluation outcomes.

While our objective was to enhance the Slovak STS Benchmark, it is premature
to claim the establishment of a new state-of-the-art benchmark based solely on these
findings. Defining a new benchmark necessitates an extensive validation process across
diverse models and tasks. Such validation cannot be achieved merely by comparing
subtle differences arising from alternative translations of an already established English
benchmark-the original STS Benchmark.

In conclusion, the two experiments presented here aimed to assess the effectiveness
of our newly created Slovak ST'S Benchmark (described in Section 3.3.3). The results
demonstrate a modest improvement over previous attempts; however, we cannot defini-
tively assert that our translation approach constitutes a significant advancement or that

it should be regarded as a new benchmark for Slovak semantic textual similarity.

4.4 Our generated dataset

As introduced at the beginning of this chapter, this section focuses on an experiment
primarily involving the dataset we generated. The entire process of creating this dataset
was detailed in Section 3.4.

Consistent with previous experiments, we began by fine-tuning selected models, this
time using our generated training dataset (referred to as "Generated train dataset” in
Table 3.5). For evaluation, we exclusively employed our STS-B test dataset ("Our
test STS-B" in Table 3.5), since evaluating a generated dataset on another generated
dataset-especially when both originate from the same source and prompt-would not be
meaningful.

The objective of this experiment was to determine whether the performance achieved
by fine-tuning and evaluating on our generated dataset would be comparable to that
obtained using the DeepL-translated STS-B dataset (which, in the case of the test
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Generated dataset fine-tuning, our STS-B evaluation
Model Pearson Corelation RR
Slovak BERT 60.65 0.0
FERNET — CCsk 62.83 -9.3
SlovakTh — small 18.98 -105.9
Distilm BERT gy 52.24 -43.6
mBERTguse 58.38 -23.01
XLM — Rpgse 63.8 -12.09
mDeBERTaV3puse 72.64 30.47
DeBERTaV3pgse 62.03 3.51

Table 4.5: Results of fine-tuning our generated train dataset ("Generated train dataset”
in Table 3.5) on different selected models. The evaluation was conducted on our trans-
lation of STS-B ("Our test STS-B" in Table 3.5). We used Pearson correlation metric.

set, was also manually verified). If the results were approximately equivalent - e.g.,
a Pearson correlation coefficient around 80 for the Slovak BERT model - this would
suggest that the generated dataset is well-balanced, contains high-quality examples,
and adequately approximates the characteristics of the STS-B dataset. However, our
hypothesis was that this would not be the case, and that the final results would be
substantially lower than those reported in Table 4.3.

As shown in Table 4.5, our hypothesis was confirmed. The Pearson correlation
coefficients are markedly lower - approximately 20 points lower - compared to the
results presented in Section 4.3. This suggests that the generated dataset exhibits
limited variance in sentence structure and content, tends to produce highly similar
sentence pairs, and does not effectively emulate the characteristics of the original STS-

B training dataset.

In conclusion, this experiment demonstrates that, although generative models and
generative Al represent significant advancements with important applications, they
still exhibit notable limitations. Despite their impressive generative capabilities, subtle
inconsistencies often reveal the artificial nature of the content, limiting their reliability
in specific contexts. For example, generated datasets may fail to accurately reflect the
complexity of real-world data distributions, potentially leading to misleading results

and misuse in downstream applications.
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our STS-B test dataset evaluation
combined data fine-tuning || our STS-B fine-tuning
Model Pearson RR Pearson RR
SlovakBERT 82.1 0.0 81.88 0.0
FERNET — CCsx | 80.77 -7.43 83.04 6.4
SlovakTh — small 56.07 -145.42 43.51 -211.75
Distilm BERT gy 71.09 -61.5 73.98 -43.6
mBERTggse 76.31 -32.35 77.71 -23.01
XLM — Rpgse 80.44 -9.27 79.69 -12.09
mDeBERTaV3p.se | 84.89 15.59 84.71 15.62
DeBERTaV3pase 72.11 -55.81 74.51 -40.67

Table 4.6: Results of fine-tuning our Combined and our train STS-B datasets on differ-
ent selected models. The evaluation was conducted on our translation of test STS-B.

We used Pearson correlation metric.

4.5 Combination of the new STS-B and generated

datasets

In this final experiment, we investigate the effects of merging our two newly created
training datasets. The question arises: what will be the outcome of this combination?
On one hand, increasing the size of the training data by incorporating additional sen-
tences could potentially enhance the fine-tuning process and better prepare the model
for subsequent evaluation. On the other hand, as demonstrated in Section 4.4, eval-
uating a human-curated STS Benchmark test set on a model fine-tuned solely with
generated data resulted in poorer performance compared to fine-tuning with the orig-
inal STS-B dataset (see Table 4.5). The following analysis aims to determine which of
these effects predominates, or whether an altogether different result emerges.

The experiment commenced by merging our two training datasets ("Our train STS-
B" and "Generated train dataset” in Table 3.5), followed by fine-tuning the selected
models on this combined dataset. For evaluation, we utilized our translated STS-B test
dataset to maintain consistency and ensure comparability with previous experiments,
particularly those reported in Section 4.3.

Our working hypothesis was that augmenting the human-curated dataset with gen-
erated data would not yield a positive improvement in performance. Indeed, we antic-
ipated that the Pearson correlation scores might decline, consistent with the findings
from Section 4.4.

The results of this experiment are presented in Table 4.6. For ease of comparison,

we have included the corresponding results from the experiment in Section 4.3.
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As illustrated in Table 4.6, the results exhibit no consistent trend favoring either
improvement or deterioration. This suggests that merging the datasets does not yield
a meaningful performance gain, thereby supporting the more conservative aspect of
our hypothesis. However, the stronger prediction-that performance would definitively
worsen-was not confirmed. When comparing these results with those in Table 4.5, the
observed decrease in Pearson correlation is less pronounced than initially expected.
It is also important to note that doubling the size of the training dataset resulted in
approximately double the training time, which constitutes a practical disadvantage.

In conclusion, these findings indicate that enlarging the training dataset for seman-
tic textual similarity tasks by incorporating data generated from generative models
does not effectively enhance model accuracy or robustness. In some cases, such aug-

mentation may introduce noise or confusion, ultimately impairing performance.

4.6 Model Comparison

For the concluding section of this chapter, we present a visual comparison of the results
obtained from three distinct experimental setups: (1) fine-tuning on our newly trans-
lated STS-B dataset, (2) fine-tuning on the generated dataset produced by GPT, and
(3) fine-tuning on the combined dataset consisting of the previous two. These datasets
served as the training data, while evaluation was consistently performed on our trans-
lated STS-B test set ("Our test STS-B" in Table 3.5). Although the numerical results
have been detailed in the preceding tables within their respective sections, Figure 4.1
below provides a graphical representation to facilitate clearer comparison.

The graph is organized into three segments, with points connected by lines to
indicate models within the same language category. The color coding of the lines
corresponds to the dataset on which the model was fine-tuned.

As illustrated in Figure 4.1, the blue lines, representing models fine-tuned on the
generated dataset, consistently exhibit the lowest Pearson correlation scores. This
observation corroborates the hypothesis and results discussed in Section 4.4, highlight-
ing the comparatively poor performance of models trained solely on generated data.
Conversely, the green and red lines-corresponding to models fine-tuned on our trans-
lated STS-B dataset and the combined dataset, respectively-are closely aligned across
nearly all models. This visual evidence supports the findings presented in Section
4.5, demonstrating that augmenting the training data with generated examples does
not yield appreciable improvements in accuracy; in some cases, it may even degrade
performance.

Additionally, the graph reveals the notably poor performance of the SlovakT5h —

small model. With an average Pearson correlation below 50, its results suggest that
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Model Comparison (Fine-tuned on "see legend”, Evaluated on our translation of STS-B)
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Figure 4.1: Model performance comparison of 3 different datasets (newly translated
STS-B, generated and combination of these two). Same language category models are

connected with line.

a naive baseline-such as assigning a constant similarity score (e.g., 2.5) to all sentence
pairs-might outperform this model on this task.

In summary, this visualization effectively synthesizes the principal results of our
experiments and emphasizes key insights regarding the relative efficacy of different

training datasets for Slovak semantic textual similarity tasks.



Discussion

The discussion presented in this chapter reflects several challenges encountered dur-
ing our experiments and identifies opportunities for potential improvement in future

research.

Insights and Challenges

While the application of the best machine translator, DeepL, for the rapid translation
of the English dataset into Slovak offers significant advantages, several challenges and
errors were encountered. As anticipated, certain translations exhibited errors, partic-
ularly those involving synonyms, semantically related lexical items, or instances where
specific English phrases correspond to a unique, contextually fitting Slovak equivalent.
Furthermore, we observed that sentence similarity scores could diverge following trans-
lation. While one category of discrepancies (identical sentences with a similarity score
not equal to 5) was excluded in our work, other inconsistencies persisted and may have
contributed to reduced overall accuracy.

Another significant observation pertains to the original STS-B (Semantic Textual
Similarity Benchmark). Despite its widespread adoption as a state-of-the-art bench-
mark in numerous publications, including our own (given its established status), we
identified several anomalies. These include incomplete sentences, inconsistencies in
the number of quotation marks, and article titles lacking substantive semantic con-
tent. This issue warrants significant attention and a re-evaluation of the benchmark’s
suitability without careful preprocessing.

Transitioning to the experimental phase of our work, an initial challenge involved
an attempted replication study. The outcomes of this replication did not align with
the results reported in the original publication, even when implementing the experi-
mental setup as described by the authors. A further setback arose in the retrieval of
original experimental findings-namely, inconsistency and the absence of experimental
details in publicly available research. The absence of the anticipated results in these
particular publications was indeed surprising, especially considering their higher profile

and multilingual focus within the research community:.
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Another critical issue requiring attention pertains to the presentation of evalua-
tion results for the models. Numerous publications assert state-of-the-art performance
based on marginal or statistically insignificant improvements, which can be mislead-
ing and are frequently attributable to random variation. The terms improved or en-
hanced were also employed within our paper to denote an increase in numerical values.
However, to ensure clarity and avoid potential ambiguity, this usage was immediately
followed by a specification clarifying the quantitative nature of the reported changes.

Finally, the computational demands associated with training and fine-tuning large
language models present a significant constraint. For instance, despite access to en-
hanced computational resources, the available infrastructure could not accommodate
models exceeding 278 million parameters. Consequently, our investigations were lim-

ited to the fine-tuning of base models, a constraint reflected in the reported results.

Future Research Directions

Building upon the findings of this thesis, several promising directions for future research
can be explored.

A significant contribution would be the creation of a larger, more diverse, and
manually annotated dataset from original Slovak sources. This approach would address
the limitations of existing datasets, which, as observed in this work, are mostly derived
from translations from other languages.

Building upon the dataset considerations, future research could explore the devel-
opment of language models specifically pre-trained or adapted to capture the unique
linguistic characteristics of Slovak. This could involve the integration of morphological
information directly within the model architecture or the utilization of pre-training cor-
pora composed primarily of Slovak text. Such targeted approaches have the potential
to yield significant improvements in performance on Slovak language understanding
tasks.

Future studies could systematically evaluate the impact of different linguistic fea-
tures of Slovak (for example, morphology, syntax, or word order) on STS performance.
This could provide valuable insights into which aspects of the language are most chal-
lenging for current models and guide the development of more targeted approaches.

In conclusion, while this diploma thesis represents a contribution to the field of Slo-
vak NLP, the challenges inherent in working with lower-resource languages necessitate
continued research and development. The future directions outlined above offer promis-
ing paths for advancement in Slovak NLP. Furthermore, we hope that this work could
become part of a broader benchmark for Slovak NLP, contributing to the development

of more robust and comprehensive evaluation frameworks.



Conclusion

In this paper, we demonstrated that translating existing datasets, and in particular
benchmarks, can be highly beneficial. This process can be facilitated by machine
translation; however, several important observations and recommendations should be
considered. We showed that while machine translation is a valuable tool and can
significantly assist the translation process, it cannot fully replicate the quality of man-
ual translation. Therefore, to achieve better results using artificial intelligence, the
translated output should undergo manual verification. Additionally, we highlighted
the importance of selecting the best possible machine translation system to simplify
subsequent manual review and improve overall translation quality.

Moreover, we contributed manually validated Slovak STS-B test and validation
sets. Our experiments, which involved fine-tuning models on a DeepL-translated ST'S-
B training set and evaluating them against other curated datasets, showed relatively
modest improvements compared to previous approaches. These results do not provide
sufficient evidence to consider our translated and partially manually validated STS
Benchmark as a new state-of-the-art benchmark for Slovak semantic textual similarity.

Furthermore, we examined the impact of generative models on semantic textual
similarity tasks. Although generative Al represents significant progress, subtle incon-
sistencies remain that reveal the artificial origin of the generated content. For instance,
deploying such models in real-world applications characterized by complex data dis-
tributions may increase the risk of generating fabricated results and their potential
misuse.

Finally, we emphasized that expanding datasets through generative AI does not
necessarily lead to improved model accuracy. In some cases, it may even cause perfor-
mance degradation, as evidenced by the poorer results observed in our experiments.

The code used in this study, along with all datasets, is provided in the electronic

attachment for further research and replication.
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Appendix A: The code and datasets

The electronic attachment contains codes, including Python and Bash scripts, and all

datasets used for experiments.
Python and Bash:

requirements.txt - requirements for Python
run_fine_tuning.py - fine-tuning program
run_sts.sh - run fine-tuning with selected hyperparameters and on one model

run_all_models.sh - plan to run multiple run_sts.sh
Datasets (in datasets folder):

combined_train.tsv - combined dataset from Section 4.5
english_sts_test.tsv - orginal English STS-B

english_sts_train.tsv - orginal English STS-B

english_sts_valid.tsv - orginal English STS-B

generated_test.tsv - our generated dataset using GPT
generated_train.tsv - our generated dataset using GPT
generated_valid.tsv - our generated dataset using GPT
our_deepl_test.tsv - our translated STS-B using DeepL.
our_deepl_train.tsv - our translated STS-B using DeepL.
our_deepl_valid.tsv - our translated STS-B using DeepL.
slovakbert_m2m100_test.tsv - SlovakBERT translated STS-B using M2M100
slovakbert_m2m100_train.tsv - SlovakBERT translated STS-B using M2M100
slovakbert_m2m100_valid.tsv - SlovakBERT translated STS-B using M2M100

slovakbert_manual_test.tsv - SlovakBERT manual translation of test STS-B
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